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Abstract 
In recent years, the rapid development of the Internet, Internet of Things, and Cloud Computing have led to the explosive 

growth of data in almost every industry and business area. Big data has rapidly developed into a hot topic that attracts extensive 

attention from academia, industry, and governments around the world.  The era of big data is now coming. Big Data is transforming 

science, engineering, medicine, healthcare, finance, business, and ultimately our society itself. The traditional data analytics may not 

be able to handle such large quantities of data. In this paper, we present a study of Big Data and its analytics using Apache spark 

and how it overcomes to Hadoop which is open-source software for reliable, scalable, distributed computing.  
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I. Introduction to Big Data and Hadoop 

Much of the industry follows Gartner's '3Vs' model to 

define Big Data. Big data' could be found in three forms: 
Structured ,Un-structured, Semi-structured. The Apache 

Hadoop software library is a framework that allows for the 

distributed processing of big data sets across clusters of 

computers using simple programming models. It is designed to 

scale up from single servers to thousands of machines, each 

offering local computation and storage. Rather than rely on 

hardware to deliver high-availability, the library itself is 

designed to detect and handle failures at the application layer, 

so delivering a highly-available service on top of a cluster of 

computers, each of which may be prone to failures. 

  Apache HADOOP is a framework used to develop 
data processing applications which are executed in a distributed 

computing environment. Similar to data residing in a local file 

system of personal computer system, in Hadoop, data resides in 

a distributed file system which is called as a Hadoop 

Distributed File system. Processing model is based on 'Data 

Locality' concept wherein computational logic is sent to cluster 

nodes(server) containing data.  

This computational logic is nothing but a compiled version of a 

program written in a high level language such as Java. Such a 

program, processes data stored in Hadoop HDFS. HADOOP is 

an open source software framework. Applications built using 

HADOOP are run on large data sets distributed across clusters 
of commodity computers. Commodity computers are cheap and 

widely available. These are mainly useful for achieving greater 

computational power at low cost. Computer cluster consists of 

a set of multiple processing units (storage disk + processor) 

which are connected to each other and acts as a single system.  

Apache Hadoop consists of two sub-projects –  

1. Hadoop MapReduce: MapReduce is a computational 

model and software framework for writing applications 

which are run on Hadoop. These MapReduce programs are 

capable of processing massive data in parallel on large 

clusters of computation nodes. 

2. HDFS (Hadoop Distributed File System): HDFS takes care 
of storage part of Hadoop applications. MapReduce 

applications consume data from HDFS. HDFS creates 

multiple replicas of data blocks and distributes them on 

compute nodes in cluster. This distribution enables reliable 

and enormously rapid computations. 

Although Hadoop is best known for MapReduce and 

its distributed file system- HDFS, the term is also used for a 

family of related projects that fall under the umbrella of 

distributed computing and large-scale data processing. 

 

II.Hadoop MapReduce 
Hadoop MapReduce is a software framework for easy 

writing applications which process huge amounts of data 

(multi-terabyte datasets) in-parallel on large clusters (thousands 

of nodes) of commodity hardware in a reliable, fault-tolerant 

manner. A MapReduce job usually splits the input dataset into 

independent chunks which are processed by the map tasks in a 

completely parallel manner. The framework sorts the outputs of 

the maps, which are then input to the reduce tasks. Typically, 

both the input and the output of the job are stored in a file-

system. The framework takes care of scheduling tasks, 

monitoring them and re-executes the failed tasks. Typically the 

compute nodes and the storage nodes are the same, that is, the 
MapReduce framework and the Hadoop Distributed File 

System are running on the same set of nodes[1] 

This configuration allows the framework to effectively 

schedule tasks on the nodes where the data were already 

present, resulting in very high total bandwidth across the 

cluster. The MapReduce framework consists of a single master 

ResourceManager, one slave Node Manager per cluster-node, 

and MRAppMaster per application.Minimally, applications 

specify the input/output locations and supply map and reduce 
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functions via implementations of appropriate interfaces and/or 
abstract-classes. These, and other job parameters,include the 

job configuration.The Hadoop job client then submits the job 

(jar/executable etc.) and configuration to the ResourceManager 

which then assumes the responsibility of distributing the 

software/configuration to the slaves, scheduling tasks and 

monitoring them, providing status and diagnostic information 

to the job-client. 

 Each Map task outputs the data in Key and Value pair. 

 The output is stored in a CIRCULAR BUFFER 

instead of writing to disk. 

 The size of the circular buffer is around 100 MB. If the 
circular buffer is 80% full by default, then the data 

will be spilled to disk, which are called shuffle spill 

files. 

 On a particular node, many map tasks are run as a 

result many spill files are created. Hadoop merges all 

the spill files, on a particular node, into one big file 

which is SORTED and PARTITIONED based on 

number of reducers. 

Although the Hadoop framework is implemented in Java™, 

MapReduce applications need not be written in Java. 

 Hadoop Streaming is a utility which allows users to 
create and run jobs with any executables (e.g. shell 

utilities) as the mapper and/or the reducer. 

 Hadoop Pipes is a SWIG-compatible C++ API to 

implement MapReduce applications (non JNI™ 

based). 

Hadoop is typically used for storing(hdfs) and 

summarizing(map-reduce) large batches of data. Spark is just a 

better(faster) processing system that can deal with data from 

different kind of sources including hdfs. 

 

III. Introduction to Apache Spark and its features 
It is a framework for performing general data analytics on 

distributed computing cluster like Hadoop. It provides in 

memory computations for increase speed and data process over 

mapreduce. It runs on top of existing hadoop cluster and access 

hadoop data store (HDFS), can also process structured data in 

Hive and Streaming data from HDFS,Flume,Kafka,Twitter[2] 

 
i) Speed: 

Spark enables applications in Hadoop clusters to run up to 100x 

faster in memory, and 10x faster even when running on disk. 

Spark makes it possible by reducing number of read/write to 

disc. It stores this intermediate processing data in-memory. It 

uses the concept of an Resilient Distributed Dataset (RDD), 
which allows it to transparently store data on memory and 

persist it to disc only it’s needed. This helps to reduce most of 
the disc read and write – the main time consuming factors – of 

data processing. 

 
ii) Ease of Use: 

Spark lets you quickly write applications in Java, Scala, or 

Python. This helps developers to create and run their 

applications on their familiar programming languages and easy 

to build parallel apps. It comes with a built-in set of over 80 

high-level operators.We can use it interactively to query data 
within the shell too. 

iii) Combines SQL, streaming, and complex analytics. 

In addition to simple “map” and “reduce” operations, Spark 

supports SQL queries, streaming data, and complex analytics 

such as machine learning and graph algorithms out-of-the-box. 

Not only that, users can combine all these capabilities 

seamlessly in a single workflow. 

iv) Runs Everywhere 

Spark runs on Hadoop, Mesos, standalone, or in the cloud. It 

can access diverse data sources including HDFS, Cassandra, 

HBase, S3. 

 

IV.Difference between Hadoop Mapreduce and Apache 

Spark 

Hadoop is parallel data processing framework that has 

traditionally been used to run map/reduce jobs. These are long 

running jobs that take minutes or hours to complete. Spark has 

designed to run on top of Hadoop and it is an alternative to the 

traditional batch map/reduce model that can be used for real-

time stream data processing and fast interactive queries that 

finish within seconds. So, Hadoop supports both traditional 

map/reduce and Spark.Hadoop as a general purpose Framework 

that supports multiple models and Spark as an alternative to 
Hadoop MapReduce rather than a replacement to 

Hadoop.Spark stores data in-memory whereas Hadoop stores 

data on disk. Hadoop uses replication to achieve fault tolerance 

whereas Spark uses different data storage model, resilient 

distributed datasets (RDD), uses a clever way of guaranteeing 

fault tolerance that minimizes network I/O.For details see the 

UC Berkeley's link Resilient Distributed Datasets: A Fault-

Tolerant Abstraction for In-Memory Cluster Computing.From 

the Spark academic paper: "RDDs achieve fault tolerance 

through a notion of lineage: if a partition of an RDD is lost, the 

RDD has enough information to rebuild just that partition." 
This removes the need for replication to achieve fault 

tolerance.[1] 

V.Spark Programming 
first download a packaged release of Spark from the 

http://spark.apache.org/downloads.html 

You start Spark shell using spark-shell script (available in bin 

directory). 

$ ./bin/spark-shell 
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Spark context available as sc. 
SQL context available as sqlContext. 

Welcome to 

      ____              __ 

     / __/__  ___ _____/ /__ 

    _\ \/ _ \/ _ `/ __/  '_/ 

   /___/ .__/\_,_/_/ /_/\_\   version 1.6.0-SNAPSHOT 

      /_/ 

Using Scala version 2.11.7 (Java HotSpot(TM) 64-Bit Server 

VM, Java 1.8.0_66) 

Type in expressions to have them evaluated. 

Type :help for more information. 
 

scala> 

Spark shell gives you the sc value which is the SparkContext 

for the session. 

scala> sc 

res0: org.apache.spark.SparkContext = 

org.apache.spark.SparkContext@2ac0cb64 

 

VI. WordCount with Spark shell 

It is like any introductory big data example should somehow 

demonstrate how to count words in distributed fashion. In the 
following example you’re going to count the words in 

README.md file that sits in your Spark distribution and save 

the result under README.count directory.[2] 

You’re going to use the Spark shell for the example. Execute 

spark-shell. 

val lines = sc.textFile("README.md")               (1) 

 

val words = lines.flatMap(_.split("\\s+"))         (2) 

 

val wc = words.map(w => (w, 1)).reduceByKey(_ + _) (3) 

 

wc.saveAsTextFile("README.count")                  (4) 
After you have executed the example, see the contents of the 

README.count directory: 

$ ls -lt README.count 

total 16 

-rw-r--r--  1 jacek  staff     0  9 paź 13:36 _SUCCESS 

-rw-r--r--  1 jacek  staff  1963  9 paź 13:36 part-00000 

-rw-r--r--  1 jacek  staff  1663  9 paź 13:36 part-00001 

 

The files part-0000x contain the pairs of word and the count. 

$ cat README.count/part-00000 

(package,1) 
(this,1) 

(Version"](http://spark.apache.org/docs/latest/building-

spark.html#specifying-the-hadoop-version),1) 

(Because,1) 

(Python,2) 

(cluster.,1) 

(its,1) 

([run,1) 

... 
 Spark is a fully Apache Hive-compatible data 

warehousing system that can run 100x faster than Hive. Stream 

processing, Log processing and Fraud detection in live streams 

for alerts, aggregates and analysis.Sensor data processing, 

Spark uses more RAM instead of network and disk I/O its 

relatively fast as compared to hadoop. But as it uses large RAM 

it needs a dedicated high end physical machine for producing 

effective resultsWhere data is fetched and joined from multiple 

sources, in-memory dataset really helpful as they are easy and 

fast to process.[4] 

 

VII.Conclusion 

Spark helps to simplify the challenging and compute-

intensive task of processing high volumes of real-time or 

archived data, both structured and unstructured, seamlessly 

integrating relevant complex capabilities such as machine 

learning and graph algorithms. Spark brings Big Data 

processing to the masses. to run over hundreds, thousands, or 

even tens of thousands of machines in a cluster is merely a 

configuration change. Apache spark is not replacing to hadoop 

but it is one of the alternatives to hadoop. 
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